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Abstract

Organisations that want a local language model to answer
from their own documents often try to fine-tune it on those
documents, although prior work shows that fine-tuning is an
unreliable way to add new facts and that retrieval is the more
dependable route. Retrieval has a distribution problem of its
own: the index lives inside one application or one database
server, so every new reader chunks and embeds the corpus
again, and must use the same embedding model for the vectors
to mean anything. We present Tomefile, a file format and
a reference command-line tool for handing over a finished
retrieval index. A .tome file is a store-only ZIP archive that
holds a SQLite database of chunk text and sqlite-vec vectors,
the embedding model as GGUF weights or as a SHA-256
reference to them, checksums, an optional Ed25519 publisher
signature, and a manifest with a stable package identifier, a
revision number, and license grants. tomefile serve opens
the file and exposes an OpenAl-compatible chat endpoint on
the loopback interface that returns the cited source spans with
every answer. On an Apple M1, building a 3,072-chunk corpus
takes 63.7 s, while opening the resulting file and retrieving
the first context takes 0.58 s, independent of corpus size. On
256 questions about synthetic facts that no model has seen,
a 1.5B-parameter model answers 0.0% correctly closed book
and 100.0% through the file. An independent 83-line reader
that shares no code with the reference implementation returns
the same top-3 chunks as the gateway for 256 of 256 queries.

1 Introduction

A recurring request in organisations that adopt local language
models is to make the model “know” an internal handbook, a
product manual, or a body of regulations. A common first an-
swer is to fine-tune a small open model on the documents, be-
cause parameter-efficient methods such as LoRA and QLoRA
make this cheap [6, 14]. The result is usually a model that
has picked up the vocabulary and tone of the documents and
still answers fact questions wrongly. This matches the liter-
ature: unsupervised fine-tuning injects new knowledge less
reliably than retrieval [30], examples that carry new facts are
learned slowly and increase hallucination once learned [12],
and models struggle with facts that are rare in their training
data [16, 21]. Retrieval-augmented generation (RAG) keeps
the facts outside the weights, in an index that can be read,

cited, and replaced [10, 19].

Retrieval, however, is rarely shipped as an artifact. In local
desktop tools the index lives in application data [23, 25, 28]. In
server deployments it lives in a database such as PostgreSQL
with pgvector [17] or Qdrant [33]. A colleague, a customer,
or a second machine that needs the same knowledge receives
the documents and rebuilds the index. That rebuild has a
hidden coupling: stored vectors are comparable only with
query vectors from the same embedding model, so the receiver
must also obtain that exact model. A file of vectors without
the identity of its embedder cannot be queried correctly.

This paper presents Tomefile, a format and a reference
implementation built around one sentence: build the index
once, hand someone the file. Its contributions are:

1. An archive layout, the . tome file, that carries chunk text,
vectors, and the embedder identity by SHA-256, with a
stable package identifier and revision (Section 4).

2. A binding rule and a short list of conformance requirements
that let an independent program open the file and retrieve
correctly (Section 4.1).

3. A consumption interface: the OpenAl chat-completions
protocol [29] on 127.0.0.1, with source spans attached
to every answer, so existing clients work unchanged (Sec-
tion 5).

4. An evaluation of the handoff cost, of answer accuracy with
and without the file, and of an independent reader (Sec-
tion 6).

Tomefile does not propose a new retriever, a new chunker, or

a faster inference engine. Inference runs in 1lama.cpp [13]

or Ollama [26], and retrieval quality is that of the embedder

named in the file. Chunk text is stored in plaintext, so the
format is not a way to protect a corpus.

2 Facts Belong in the Index

Questions such as “which code opens the main door of the
Plovdiv office?” are lookups. Their answers must be ex-
act, they change at the next revision of the document, and
the person asking needs to see where the answer came from.
Fine-tuning is well suited to style, output format, and narrow
behaviours. It is poorly suited to these three properties. A fact
absorbed into the weights cannot be cited, cannot be removed
without retraining, and is recalled unreliably [1, 12, 31]. In a
controlled comparison, retrieval outperformed unsupervised
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fine-tuning both for knowledge the model had seen and for
entirely new knowledge [30].

We do not repeat a fine-tuning comparison here. Instead,
Section 6.3 measures the two quantities that matter for a hand-
off: what a small local model knows about a private corpus
without the file (closed book), and what the same model an-
swers when the file supplies the context. The corpus is syn-
thetic, so the model’s prior knowledge of its facts is zero by
construction.

3 Related Work

Application-local RAG. AnythingLLM, Open WebUI, and
GPT4AlI let a user add documents and chat with them on one
machine [23, 25, 28]. The index is kept in the application’s
own storage; it is not designed as an artifact that another
program opens.

Local model runners. Ollama, LM Studio, and
1llamafile [24, 26] make a chat model easy to run.
llamafile packages weights and server in one executable,
which is the closest analogue for models; none of these define
a knowledge index that travels with its embedder.

Portable indexes. Several recent projects share Tomefile’s
goal. RagCap stores sources, chunks, and embeddings in
one SQLite file and offers a CLI and an HTTP API [2].
RagBucket writes a .rag archive with a FAISS index [7],
a JSON chunk list, and a manifest [4]. lance-bundle pack-
ages LanceDB vectors together with an ONNX export of the
Sentence-Transformers model that produced them [5]. txtai
saves an index and its configuration as a compressed archive
that can be published on the Hugging Face Hub [22]. Tomefile
differs in the combination it fixes: a pinned SQLite schema
readable with the standard library plus sqlite-vec [9, 11], an
embedder in the GGUF format that runs in 11ama. cpp without
a Python machine-learning stack, a package identifier with a
monotonic revision and license grants in the manifest, and the
OpenAl protocol as the query interface. We see these projects
as evidence that the problem is real, not as competitors to be
displaced. A shared, independently readable format is more
useful than any single tool.

Hosted vector stores. PostgreSQL with pgvector, Qdrant,
and similar systems are how one operates a live, shared
index, usually with approximate search structures such as
HNSW [20]. They handle concurrent writers, access control,
and an UPDATE when one page changes. Qdrant snapshots
move a collection between servers without re-indexing [33],
but the receiver still runs a Qdrant server, and the collection
records the vector size and distance, not the model that pro-
duced the vectors. A .tome file is the opposite trade-off: a
finished revision that the receiver opens locally with no server
of the publisher’s, and whose embedder is pinned by hash. A
corpus edited in place by many people belongs in a hosted
store.

Package registries. OCI registries, KitOps ModelKits, and
the Hugging Face Hub version and distribute model and
dataset bytes [18, 27]. They are suitable places to store . tome
files. They do not define a retrieval schema.

handbook . tome

|-- manifest.json
|-- checksums.sha256
|-- signature. json

store-only ZIP (method @), ZIP64 if needed
identity, embedder, settings, licenses
SHA-256 of every other member

optional: Ed25519 over checksums.sha256

|-- models/
| |-- embed.gguf optional: omitted when referenced by hash
| “-- chat.gguf .tbox only, and only when embedded
“-- knowledge/
“-- vectors.db SQLite: chunks, tome_meta, vec_chunks

Figure 1: Archive layout. Every member is stored uncompressed, so
a reader can locate and hash members without decompression.

Table 1: Manifest fields in format version 1.3.

Field Meaning

1.3; data_tome or tomebox

Stable package name; integer > 1
Member path, or {sha256, filename}
.tbox only; same two forms

Model id, sha256, dimensions, metric
(cosine)

chunk_size, retrieve_top_k
system_prompt with {context} and
{query}

builder, builder_version, chunker
Grants for knowledge, embed, chat: name,
commercial, redistribute, attribution

version, type
id, revision

models.embed
models.chat

embedding

rag_settings

provenance
license.*

4 The Tomefile Format

A . tome file holds knowledge and the identity of its embedder.
A .tbox file uses the same layout and adds a chat model. The
current format version is 1.3; the database schema version is
1. Figure 1 shows the layout.

Archive. The container is a ZIP archive [32] whose members
all use compression method 0 (store). Writers use ZIP64 only
when sizes require it; readers accept both. Names are UTF-8,
relative, use /, and must not be absolute or have a .. path
segment. The reference writer sorts members and sets every
timestamp to 1980-01-01.

Manifest. manifest.json is UTF-8 JSON. Unknown fields
are ignored and missing required fields are an error. Table 1
lists the fields. The package id is a reverse-DNS name that
stays fixed across rebuilds; revision is an integer that the
publisher increments. The SHA-256 of the archive bytes
identifies one exact file and serves as the cache key, so it is not
stored in the manifest. Subscribers follow id and revision;
caches follow the archive hash.

Database. knowledge/vectors.db is one SQLite file written
with journal_mode=DELETE and checkpointed, so the archive

never contains -wal or -shm files. It has three tables:

CREATE TABLE tome_meta (key TEXT PRIMARY KEY, value TEXT NOT NULL);
CREATE TABLE chunks (id INTEGER PRIMARY KEY, text TEXT NOT NULL,
source TEXT NOT NULL, start INTEGER NOT NULL,
"end" INTEGER NOT NULL, sha256 TEXT NOT NULL);
CREATE VIRTUAL TABLE vec_chunks USING vec(
embedding float[384] distance_metric=cosine);

chunks. id equals vec_chunks. rowid; source is the document
path relative to the build input; start and end are character
offsets into that document. tome_meta repeats the package id,
revision, dimensions, metric, embedding id, and embedding



hash, and records the sqlite-vec version used at build time.
Retrieval is a single exact k-nearest-neighbour query:

SELECT c.id, c.text, c.source, c.start, c."end", v.distance
FROM vec_chunks AS v JOIN chunks AS ¢ ON c.id = v.rowid
WHERE v.embedding MATCH ? AND k = ? ORDER BY v.distance;

Two further tables, graph_nodes and graph_edges, are op-
tional and ship empty. Vector retrieval does not read them, and
a file without them is valid.

Integrity and signature. checksums.sha256 lists every
member except itself and signature.json, in GNU
sha256sum form and sorted by path. The optional
signature. json holds an Ed25519 signature [15] over the
exact bytes of checksums.sha256, the signer’s reverse-DNS
name, and the public key. A signature that verifies proves that
the file is unchanged since the holder of that key signed it. It
proves who the publisher is only when the receiver already
holds that public key from the publisher, obtained separately;
the reference tool reads such keys from a local trust store and,
with --require-signature, refuses unsigned files and files
signed by any other key.

Models by reference. A model is either an archive member
or a reference {sha256, filename} resolved from a content-
addressed local cache. References let several files share one
copy of the weights and let a publisher ship a . tbox without
redistributing a chat model whose license forbids it. The
reference packer refuses to embed a chat model unless the
publisher marks it redistributable.

4.1 Conformance

The keywords below follow RFC 2119 [3]. A conformant

reader:

R1 MUST reject a member that is compressed, has an abso-
lute name, or has a .. path segment.

R2 MUST verify every hash in checksums. sha256, and that
the listed names equal the archive members other than
checksums.sha256 and signature. json, before it reads
the database or loads a model.

R3 MUST resolve the embedder (member or reference)
and refuse to query unless its SHA-256 equals
embedding.sha256.

R4 MUST open vectors.db read-only and refuse it when
tome_meta disagrees with the manifest.

RS MUST embed the raw query text with that embedder, with
no model-specific prefix, and run the query above with
k =retrieve_top_k.

R6 SHOULD report source, start, and end of every chunk
it uses.

R7 MUST reject a present signature that does not verify, and
MAY require a trusted signer.

R3 is the binding rule. Without it, a reader can return plausible

but wrong neighbours from a model with the same dimension-

ality.

5 Reference Implementation

The reference implementation is a Python command-line
tool, tomefile, built on Typer, FastAPI, httpx, the stan-
dard sqlite3 module, and sglite-vec. Models run in
1lama-server from 1lama. cpp.

Build. tomefile build reads .txt and .md files under a
directory, in sorted path order, as UTF-8. The fixed-size
chunker cuts each file into windows of 500 characters with-
out overlap, ending a window at its last whitespace when the
file continues. Chunk ids start at 1 and follow the same or-
der. The tool starts the embedding GGUF in 1lama-server
--embeddings on an ephemeral loopback port, embeds each
raw chunk through POST /v1/embeddings, takes the dimen-
sion from the first vector, and writes the database and the
archive. The embedder is stored in the archive unless it is
already in the local model cache, in which case the manifest
references it by hash; --embed-model forces the copy.

Serve. tomefile serve hashes the archive, verifies the
checksums and any signature, extracts the manifest and the
database into a cache directory named by the archive hash,
and resolves each model in a content-addressed model cache,
~/.cache/tomefile/models/<sha256>.gguf, copying an em-
bedded model there once. It checks tome_meta against the
manifest and the embedder hash against embedding. sha256,
starts the embed worker and, for the internal engine, a chat
worker, waits for both health checks, and only then binds the
gateway to 127.0.0.1. With --engine ollama the chat step
goes to a running Ollama instance instead.

Request path. For POST /v1/chat/completions, the gate-
way takes the last user message as the query, embeds it, re-
trieves the top k chunks, joins their text with blank lines in
distance order, and substitutes it for {context} in the man-
ifest’s system prompt. It forwards the conversation’s user
and assistant messages, drops client system messages, passes
temperature and stream through, and ignores model. Every
response, including each streamed chunk, carries a tomefile
object with the package id, revision, the source, start, and
end of each retrieved chunk, and the knowledge license name
when attribution is required. GET /v1/models returns the pack-
age name, which is what OpenAl-compatible clients query
before their first message.

Other commands. tomefile pack turns a . tome into a . tbox
by adding a chat model reference. tomefile inspect verifies
a file and prints its identity, models, counts, and member sizes,
and with --chunks prints every stored chunk. tomefile graph
loads optional graph rows from a JSON file; serve --graph
then adds at most k chunks one edge away from the vector
results. Graph retrieval is off by default and is not evaluated
here.

6 Evaluation

The evaluation asks three questions. What does the receiver
save by getting the file instead of the documents? Does the
file let a small local model answer facts it cannot know? Can
a program that does not share code with the reference imple-
mentation read the file and get the same results?

6.1 Setup

All runs used one Apple M1 with 8 GB of memory, macOS
26.6.2, Python 3.12.12, SQLite 3.51.3, sqlite-vec 0.1.9,
1lama.cpp build 6710, and tomefile 0.1.0. The embedder
was BGE-small-en-v1.5 [35] in Q8_0 GGUF (36.7 MB, 384
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Figure 2: Sender build time and receiver cold-open time (median of
3; bars show min and max). Labels give the ratio. The receiver’s cost
does not grow with the corpus.

dimensions, SHA-256 fe46db1d. . . ). The chat model was
Qwen2.5-1.5B-Instruct [34] in Q4_K_M GGUF (1.12GB,
6alazeb6. . . ).

Corpus. We generated a fictional company handbook with a
fixed seed. Each office has one Markdown file with four facts
drawn at random and unique across the corpus: a four-digit
door code, a guest wifi password of the form word-word-NN,
an office manager’s name, and a four-digit IT extension. Ev-
ery file also contains shared boilerplate, so the files are near-
duplicates that differ mainly in the office name and the facts.
Each file yields three chunks, and no fact crosses a chunk
boundary. Because the values are random, no model can know
them from pretraining. The question set covers every fact of
a 64-office corpus (192 chunks, 256 questions). Questions
are paraphrased rather than copied from the text: the file says
“The guest wifi password at the Burgas office is ...”, and the
question asks “What should a guest type to join the wifi in the
Burgas office?”.

Scoring. An answer is correct when it contains the gold value,
compared case-insensitively. Retrieval succeeds when the
chunk holding the gold value is among the chunks returned.
All generation used temperature 0.

6.2 Handoff cost

For corpora of 16, 64, 256, and 1024 offices (48 to 3,072
chunks), we timed tomefile build on the sender and, on the
receiver, the start-up steps of serve that a . tome needs before
it can retrieve: verify and extract the file, start the embed
worker, embed one question, and run the query. Starting a chat
model costs the same with or without the file and is excluded.
Each receiver run used an empty home directory, so caches
started cold. Every measurement is the wall-clock time of a
separate process, repeated three times. Transferring the file
over a network is not included.

Figure 2 shows the result. Build time grows linearly at
about 20.6 ms per chunk, from 1.58 s for 48 chunks to 63.7 s
for 3,072 chunks. The receiver’s cold open stays between 0.51
and 0.64 s across all twelve runs. For the largest corpus, the
process spent 89 ms importing modules, 164 ms hashing, ver-
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Figure 3: Left: answers that contain the gold value, with 95% Wilson
intervals. Right: share of questions whose gold chunk is in the top &,
measured with the independent reader.

ifying, and extracting the archive and copying the embedder
into the cache, 242 ms starting the embed worker, and 22 ms
embedding the question and searching (medians); the remain-
der is interpreter start-up. A warm open, with the embedder
already cached, took 0.53 s. The archive grows from 38.3 to
43.2 MB; the embedded GGUF accounts for 36.7 MB of that,
and the database grows from 1.66 to 6.46 MB for 1.15 MB of
source text.

At 3,072 chunks the receiver saves a factor of 109 in time
and, more importantly, does not need to know which embedder
to install or how the corpus was chunked. The absolute saving
is modest here because BGE-small is fast. It scales with corpus
size and with the cost of the embedder, both of which grow in
realistic deployments.

6.3 Answers with and without the file

We started tomefile serve on the 64-office file with the Qwen
model and sent each question three ways: (i) closed book, di-
rectly to the chat worker with no context; (ii) through the
gateway, which retrieves the top 3 chunks; (iii) with the gold
chunk, directly to the chat worker with the manifest’s prompt
filled with the chunk that holds the answer. All three condi-
tions used the same 11ama-server process. Conditions (i) and
(iii) capped output at 128 tokens; the gateway passes no cap.
Figure 3 shows the result. Closed book, the model answered
0 of 256 questions correctly (0.0%, 95% CI 0.0-1.5%). Its
answers were fluent: some invented a value (“The phone exten-
sion that reaches IT support for the Aberdeen office is 534”),
others described how such codes usually work. Through the
file it answered 256 of 256 (100.0%, CI 98.5-100.0%), the
same as with the gold chunk (256 of 256). The gateway’s top
3 contained the gold chunk for every question, so no error
remained to split between retrieval and reading. At depth 1
the gold chunk ranked first for 251 of 256 questions (98.0%,
MRR @10 0.990); in the other five, all IT-extension questions,
a different chunk of the same office ranked first and the gold
chunk second. The median end-to-end latency through the
gateway was 0.98 s per question, almost all of it generation;
embedding a question and searching, measured separately
with the reader of Section 6.4, took a median of 12 ms (95th



percentile 18 ms).

The gap between the first two bars is the argument of Sec-
tion 2 in miniature: a small local model has no access to
private facts, and the file supplies them without touching its
weights. The equality of the second and third bars says that on
this corpus the file’s retrieval costs nothing in accuracy. That
ceiling is a property of the corpus, which is easy for retrieval
because every question names its office. The experiment tests
the handoff, not retrieval on hard queries.

6.4 An independent reader

A format becomes a standard when a second program can
read it. We wrote a reader of 83 lines of Python that imports
only the standard library, httpx, and sqlite-vec, and shares
no code with tomefile. It implements R1-R5 (Figure 4) and
opens both forms of the embedder: the timing corpora carry
the GGUF as a member, and the evaluation file references
it by hash, which the reader resolves from a local directory
of models. The reader starts its own 1lama-server on the
embedder it verified and retrieves for each of the 256 questions.
Its top-3 chunk ids matched the chunks the gateway returned
for 256 of 256 questions.

7 Limitations

The evaluation uses one machine, one embedder, one chat
model, and a synthetic corpus whose questions name their
target. It shows that the handoff works and what it costs. It
does not measure retrieval quality on natural documents, where
chunking and the embedder dominate. Substring scoring can
credit an answer that contains the value in a wrong sentence;
with random values this is unlikely but not excluded.

The format itself has deliberate limits. Chunk text is plain-
text, so anyone holding the file can read the corpus. Version
1.3 ingests only . txt and .md. The receiver must run the exact
embedder named in the file. This is the point of the format,
but it couples a file to a model, and a new embedder means
a new revision. Retrieval is an exact scan, which is fast at
the sizes measured here but linear in the number of chunks.
A file is a published revision: corpora that many people edit
in place belong in a hosted vector store. A signature proves
integrity since signing, and authorship only relative to a key
the receiver already trusts. Finally, one implementation and
one independent reader do not make a standard; that requires
other tools to read and write the same bytes.

8 Conclusion

Tomefile treats a retrieval index as a document to be handed
over, not as state inside an application. A . tome file pins its
embedder by hash, carries a stable identity and revision, and
opens in about half a second into an OpenAl-compatible end-
point that cites its sources. Facts stay in an index that can
be read, cited, and replaced, and the person who receives the
file does not rebuild it. The specification, the reference im-
plementation, and the scripts behind every number in this
paper are available at https://github.com/s-emanuilov/
tomefile [8]. The project site is https://tomefile.com.
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def

def

def

open_tome(path, workdir, models_dir):
z = zipfile.ZipFile(path)

for i in z.infolist(): # R1

assert i.compress_type == zipfile.ZIP_STORED and not i.filename.startswith("/")

"

assert "..
listed = dict(reversed(line.split("

not in i.filename.split("/")

")

for line in z.read("checksums.sha256").decode().splitlines())
assert set(listed) == set(z.namelist()) - {"checksums.sha256", "signature.json"}

for name, digest in listed.items():
assert hashlib.sha256(z.read(name)).hexdigest() == digest, name
manifest = json.loads(z.read("manifest.json"))

# R2

db = Path(workdir, "vectors.db"); db.write_bytes(z.read(manifest["database"]))

embed, sha = manifest["models"]["embed"], manifest["embedding"]["sha256"]

if isinstance(embed, str): # weights are an archive member

gguf = Path(workdir, "embed.gguf"); gguf.write_bytes(z.read(embed))
# weights are a reference by SHA-256

else:
gguf = Path(models_dir, f"{sha}.gguf")

assert hashlib.sha256(gguf.read_bytes()).hexdigest() == sha # R3

meta, e = dict(connect(db).execute("SELECT key, value FROM tome_meta")), manifest["embedding"]

assert [metalk] for k in ("package_id", "revision",

# R4

"embedding_id", "embedding_sha256",

"dimensions", "metric")] == [manifest["id"], str(manifest['revision"]l), e["id"],
sha, str(e["dimensions"]), e["metric"]]

return manifest, db, gguf

connect(db):

con = sqlite3.connect(f"file:{db}?mode=ro", uri=True)

con.enable_load_extension(True); sqlite_vec.load(con)

return con

search(db, vector, k): # R5

con = connect(db)
rows = con.execute(

"SELECT c.id FROM vec_chunks AS v JOIN chunks AS ¢ ON c.id = v.rowid "

"WHERE v.embedding MATCH ? AND k = ? ORDER BY v.distance",
(struct.pack(f"<{len(vector)}f", *vector), k),
).fetchall()
return [r[0] for r in rows]

Figure 4: The core of the independent reader, verbatim: archive rules (R1), checksums (R2), the embedder bound by hash (R3), tome_meta
against the manifest (R4), and the exact k-NN query on a read-only connection (R5). The rest of the file starts 11ama-server on the verified
GGUF and embeds each question through POST /v1/embeddings.
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